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Soda: Data Quality, from Detection to Prevention 
The Company 

Soda is a software company focused on managing data quality through an automated process that monitors data health, 

including that of AI models.  The company was founded in 2018 and is venture capital-backed. Its last funding round was in 

July 2024, led by Singular and Point Nine Capital. Soda customers include Sainsbury's. Marks and Spencer. Disney, JP 

Morgan, Fitch, and Ralph Lauren. 

 

Soda is headquartered in Brussels, Belgium.   

Visit their website: https://www.soda.io 

 

Soda Global Presence & Financial Strength 

 

>$15M 3 100+ 25+ 

Annual revenue Countries of operation Employees Corporate customers 

 

The Market 

Soda operates within the data quality and observability market, with a particular focus on ongoing monitoring of the health 

of data across its lifecycle. It is particularly well-suited to regulated industries, such as financial services. The company 

focuses on large organisations with complex needs, but also caters to smaller engineering teams using our pipeline testing 

and monitoring capabilities. Customers choose Soda because of their end-to-end approach in terms of capabilities (DQ and 

Observability), covering both the CDO and the CTO office. It allows business requirements to be executed in the systems 

using data contracts. 

 

Overview 

The Soda technology offers a modern approach to managing data quality across an organisation, with an open source core. 

It has a proprietary anomaly detection algorithm offering transparency and explainability, with a lower rate of false 

positives than conventional algorithms. Its open source architecture and approach allow data quality checks to be 

embedded directly into data pipelines by data engineers, as well as providing alerts and dashboards for business users. 

The monitoring of the health of data extends to AI models, making it a modern and scalable approach to data quality and   

 

Key Features: 

 

Proprietary anomaly 

detection algorithm 

Collaborative data 

contracts 

Data engineering 

centric 

Integration with 

modern ecosystems 

The Soda anomaly detection 

algorithm generates fewer 

false positives and can be 

integrated into data 

pipelines. 

The technology turns 

anomalies into collaborative 

data contracts to prevent 

future problems, so data 

governance is built in.   

Soda is targeted at data 

engineering teams, offering 

granular control and an 

open source platform . 

The technology can easily 

be integrated into data 

pipelines and has SQL-

native workflow. 
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The Technology  

Soda offers a core library of open source Python  code that 

allows data engineers to write data quality checks as code 

using SQL, Python or a markup language. This allows 

engineers to embed data quality checks directly within 

data pipelines, and integrates with real-time Tools 

including SPARK and Panda. The Soda Cloud Platform 

provides dashboards, alerts, issue management and 

collaboration features.  

 

The proprietary anomaly detection claims to have much 

greater precision than general forecasting models , 

minimising false positives and so improving alert 

relevance. This uses machine learning technology without 

needing manual threshold configuration. Checks can be 

applied to thousands of tables by avoiding full scans.  

 

Soda implements “data contracts” i.e. formal expectations 

of the behaviour of data, between data producers and 

consumers. In this way, some level of data governance is 

instituted at an organic level within a company. The 

observability system analyses historical data and 

establishes baselines, distinguishing between regular 

patterns in the data and new anomalies that crop up. 

 

Soda has a partnership with data governance vendor 

Collibra, and has an interface to its catalog technology, as it 

does to Alation. It also has interfaces to Snowflake, 

Databricks, as well as workflow tools like Airflow and 

Dagster and alerting platforms like Slack and Jira.  The 

Soda technology can run either as a Soda-hosted agent or 

a self-hosted agent running in Kubernetes. 

 

Competitors 

Soda competes with other vendors that deal with data quality and observability, including MonteCarlo, Anomalo, Collibra 

DQ, Bigeye, Great Expectations and Acceldata, as well as broad data quality providers such as Ataccama and Precisely.  

 

Summary 

Soda should be considered by customers wanting a modern data quality and observability tool, particularly in situations 

where data engineering as a culture is already in place. Its approach to data contracts is novel and promises to have a real 

impact on data quality from the ground up. 

 

Market Differentiation: 

 
• Collaborative data contracts 

• Proprietary anomaly detection algorithm  

• Open source 

• Aimed at data engineers and highly customisable 

 

About The Information Difference 

 

At the Information Difference www.informationdifference.com we offer in-depth analysis of the data management 

industry, in-depth analysis of the main vendors, assessments of the marketplace and white papers discussing key issues 

and best practice. 

 

If you are contemplating a data management project, we can advise you on strategy, vendor selection and best practice.  

“We can take a much more 

proactive approach based on 

an entirely accurate picture of 

the health of our data.” 

 

Tiago Andrade, Head of Big Data 

and AI, Americanas 
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